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Synchronization methods for multithreaded applications

Trade-off: Overhead vs Responsiveness

To spin...

OS with no capabilities to suspend and resume a process
NetraDPS is a run-time system with no process scheduler

» High responsiveness, but crucial impact on high contention locks on multicore multithreaded processors

...0r not to spin
Make the process sleep until the lock is released

Release the CPU without going to sleep
Software support
* Yield() system call
Hardware support to delay or even pause the spinning loop

» Pause and monitor/mwait (ISA extensions included by Intel)
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Study of spin-lock loop overhead in UltraSPARC T2

Performance degradation depending on the amount of resources shared among active threads

NetraDPS is an ideal framework to do this analysis (it introduces almost no overhead)

Detection of the most critical shared resources

Responsible sources of the performance slowdown (overhead)

Modification of the delay code by adding different type of long-latency instructions
Overcome the lack of system support to pause an active thread

Reduction of spin-lock loop overhead on the active thread

Decreasing the demand of critical shared resources (e.g. fetch bandwidth)
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1 active thread (the thread under study )

1 or more threads constantly running the spin-lock loop

We use two metrics
Slowdown (overhead)
Execution time of active thread vs running in isolation
Responsiveness (indirect metric)

The time interval between two spin-lock reads

Measurements framework is built using

FAME techniques
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Experiments executed on Sun UltraSPARC T2 CMT processor
8 cores, 64 hardware threads (strands) running at 1,4GHz
2 sets (pipes) of 4 strands per core
Each pipe has its own execution unit
Pipes fetch and execute instructions in parallel
Shared per-core FP unit, Load Store unit, and cryptography unit

L2 cache is shared per chip

UltraSPARC T2 shows different levels of shared resources than the T1 processor
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Framework

Dedicated virtual machines (logical domains)
Managed by Sun Logical Domains (LDoms) software
No measurable overhead when using LDoms software
Each dedicated domain contains two cores and 4GB of dedicated memory

The whole system contains 64GB of physical memory

NetraDPS: low-overhead run time environment
It provides a smaller set of functions compared to other full-fledged OSes (e.g. Linux, Solaris)
But, it introduces almost no overhead
It executes bootable images
Thread functions are bound to core at compile time (mapping file)
Applications cannot migrate to other strands at run time

NetraDPS doesn’t provide a run time scheduler
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Benchmarks (Active threads)

Single-behavior
A set of micro-benchmarks that execute only single instruction all the time

Add, branch always (baa), load that hits in L2$, load that hits in L1$, integer mul (mulx)

Multiple-behavior
A set of applications that emulate some real tasks
Matrix-Vector multiplication — multiplies very large matrix with large vector
* Mostly memory bound (large number of L2$ misses) running Int and FP versions
QuickSort — recursive quicksort algorithm
* CPU bound and short-latency operations
Hashing — Use medium to large 2Dhash map

e CPU bound and non-sequential, pseudo-random memory accesses
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Linux’s spin-lock loop

Linux’s spin-lock loop

Kernel 2.6.25.4

Linux default
spin-lock loop

Linux spin-lock loop shows low CPI

Thread executing spin-lock loops are ready to fetch most of the time
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Overhead Evaluation

Spin-lock loops generate significant negative impact on the strands of the same

core
The fetch bandwidth is the main source of interaction

High slowdown to low CPI tasks
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Variants of the Linux spin-lock loop

Reducing the fetch bandwidth demand of spin-lock loop
We insert a long-latency operation inside the loop
Less fetch bandwidth and resource requirements
This inserted instruction must not cause additional overhead due to shared resources
FDIV — floating point division
» 33 cycles
IDIV — Integer division
* 12-41 cycles
CASX — always goes directly to L2$
« 20-30 cycles —
L2miss — load misses every time in L2$ (pointer chasing)

» 220 cycles
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Results

Single-behavior benchmark Multiple-behavior benchmar k

We reduce the avera/ge overhead suffered by the active thread (multiple-behavior
benchmark) from 42% on avg. (61% worst case) to 1.5% on avg. (2% worst case)

Reduction of the fetch bandwidth demand of spinning threads

The worst response time is the time of a loop iteration
The time that passes from releasing and acquiring the lock by a spinning thread

L2miss is around 220 cycles vs 10 cycles in default Linux spin-lock
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Conclusions

The Linux’s spin-lock loop introduces significant negative interaction to other threads running in the
same core

It can seriously degrade the performance of other active threads

The fetch bandwidth is the most critical shared resource and the responsible of performance loss

Inserting a long-latency instruction reduces the fetch demand of the spin-lock loop
Slower responsiveness

Overhead in other shared resources

Our delayed spin-lock loop significantly reduces the contention in the fetch stage

From 42% (Linux’s spin-lock loop) to 1.5% (spin-lock loop with L2miss instruction) of slowdown

Future work
Use the delayed spin-lock loop in real multithreaded applications and quantify improvement

Propose hardware solutions to avoid/reduce the use of shared resources
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