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Overview

Multi-language, multi-target, multi-OS

I C, C++, Java (source and bytecode), F77, F95, Ada, and others
I More than 30 targets, many of them embedded

I Cross-compiler, variety of development tools

I 2.3M lines of code

Very brief history

1984. Part of the GNU (essentials) project (¢ FSF)
1997. EGCS! 2.95in 1999

2001. 3.0 — function-wide trees

2005. 4.0 — GIMPLE Tree and Tree-SSA



Research Papers

GCC as a Vehicle for Compilation/Architecture Research

Automatic vectorization

PLDI'06 [Nuzman, Rosen and Zaks] and CGO'06 [Nuzman and Henderson]
Thread-level speculation

PPoPP'06 [Liu et al.] and ICS'05 [Renau et al.]

Induction variable recognition

HIPEAC'05 [Pop et al.]

LLVM: life-long adaptive optimization

CGO'04 [Lattner and Adve]

Generic programming (template metaprogramming and concepts)
PoPL06 [Dos Reis and Stroustrup]



Advantages

A rich and open environment

Consistent across a large number of languages and targets
Free software(GPL), runs on most platforms (cross-compilation)

Well integrated with industry-standard tools
(testing, debugging, problem-tracking, quality control, documentation, etc.)

Easy to retarget, with very little code duplication

Collegiate management and decentralized development (both a Cathedral and a Bazaar)
Many choices for all kinds of commercial support

Strong and growing developer base
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Advantages

A rich and open environment

Consistent across a large number of languages and targets
Free software(GPL), runs on most platforms (cross-compilation)

Well integrated with industry-standard tools
(testing, debugging, problem-tracking, quality control, documentation, etc.)

Easy to retarget, with very little code duplication

Collegiate management and decentralized development (both a Cathedral and a Bazaar)
Many choices for all kinds of commercial support

Strong and growing developer base

Industry investment in GCC

Red Hat (Cygnus), Novell (SUSE), IBM, Apple, STMicroelectronics
Intel, AMD, HP, Sony, ... often via Code Sourcery, Red Hat, SUSE

Recent involvment of more and more hardware and software vendors



Robustness

Code quality

I Bootstrap (built with itself on supported platforms)
I Warning-free builds
I Regular builds and tests on multiple targets, on real applications
I Implemented in C, except the C++ front-end
I Macro-based polymorphism

I generic containers, syntax-tree and back-end manipulations
I Macro-based object-oriented style

| iterators, encapsulated state, virtualization



Robustness

Management of the mainline

Documented three-stage development process on the mainline
Appointment of expert code maintainers by the steering commitee
Rigorous review process for patches to the mainline

Coding standards and rules, patch reversion policy
(includes documentation, litterate programming, testing, maintainability)

The Release Manager (RM) tracks the development process to coordinate releases
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Robustness

Management of the mainline

Documented three-stage development process on the mainline
Appointment of expert code maintainers by the steering commitee
Rigorous review process for patches to the mainline

Coding standards and rules, patch reversion policy
(includes documentation, litterate programming, testing, maintainability)

The Release Manager (RM) tracks the development process to coordinate releases

Branch management

Development branches for major changes and experiments
It's up to you, but synchronization can be costly

External developments

Complete freedom
Lack of synchronization gradualy degrades bene ts of mutua lization
Second-thoughts contributions to the mainline may be hard



3.3
3.4
4.0
4.1
mainline
tree-ssa
dfp

autovect

release branches

\

development branches



How Does the Community Operate?

Ground rules

I Copyright held by the Free Software Foundation (FSF)
I For the mainline and branches, sign copyright transfer forms

I Contributions considered based on merit
I Reviewed and approved by maintainers

I Central source repository with mainline and development branches

Communication

I Web site, Wiki
I Archived mailing lists
I IRC, GCC Developer's Summit



Getting and Compiling GCC

From the Slides of Georges Silber



Compiler Infrastructure



Compiler Structure

Eront-ends (c++) (Java) (Fos) (Ada)

( GENERIC

Glm@

Middle-end

GIMPLE - SSA

Most optimizations

Back-end
ack-en &TL

Machine description
Low-level passes



Target Architectures

68HC1x Alpha AMD64 ARC ROMP

ARM AVR Black n CRIS CRX

C4x D30V FR-30 FR-V H8/300

IA32 (x86) AMDG64 (EM64T) 1A64 1Q2000 M32C/M32R
M68k M88k MCORE MIPS MMIX
MN210300 PA-RISC PowerPC  PowerPC64 Cell SPU
S/390 SH SPARC SPARC-V9 Stormy16
V850 VAX Xscale Xtensa z/Architecture

Target description

I Instruction set, addressing modes, special-purpose extensions

I Registers, register classes

I Control registers, memory management, tuning parameters

I Application binary interface, object le format (e.g., ELF & Dwarf)

I No cache hierarchy, little multi-processing environment description



Compilation Flow and Files

In the beginning, there is toplev.c

toplev _main (unsigned int argc, const char **argv)
/* Entry point of ccl, cclplus ,jcl , etc. Called by main() inmain.c *
/* Initialization of GCC, diagnostics, parse options, set ags */

I do_compile()
/* Initialize the compiler, and compile the input le */
/* Processes the command-line options and calls */

I compile file()
/* Compile an entire translation unit. Write assembly le an d debugging dumps */

I lang _hooks.parse _file (set _yydebug);
[* Parses le calling

cgraph _finalize  _compilation  _unit()->all _lower _passes ,
cgraph _optimize()->all {ipa _passes and
rest _of _compilation()->all _passes */

where, in langhooks.h
/* Each front-end provides its own */
extern const struct lang _hooks lang _hooks;



Compilation Passes

Pass manager

I passes.c , tree-optimize.c , tree-pass.h
I Hierarchy of lists: pass scheduling, checking, bookkeeping and logging/timing

I In GCC 4.2: 174 passes with replications (156 unique passes)

all _ipa _passes : inter-procedural (e.g., pro ling, propagation, inlinin g)
I pass _early _local _passes : intra-procedural (e.g., pro ling)
all _lowering _passes : lowering before intra-procedural
(e.g., build cfg, cleanups, normalization)
all _passes : intra-procedural, both GIMPLE and RTL
I pass all _optimizations  : 72 (51 unique) SSA passes + to/from SSA
I pass _tree _loop : including SCEV, unimodular, vectorization
I pass _vectorize : cleanup passes after vectorization
pass _expand : translate to RTL
pass _rest _of _compilation : 62 RTL passes
I pass _loop2 : RTL loop transformations (may eventually disappear)
(e.g., unrolling and peeling, unswitching, invariant code motion)
I pass _postreload : passes operating on strict RTL
(after reload , hard registers only, until pass _final )



Infrastructure: GIMPLE

GENERIC and GIMPLE

I Before GCC 4.0: various front-end trees and RTL

I GCC 3.0 function-wide trees (for C++ and C, language dependent)

I Java front-end has its own trees (not for long, moving to Eclipse front-end)
I GENERIC: language-independent

I With translation hooks to GIMPLE

I C and C++ front-ends bypass GENERIC
I GIMPLE: subset of GENERIC for optimization

I Inspired by McCAT SIMPLE, but does have goto s

I Three-address expressions (using a lot of temporaries)

I Gimpli cation process

I Loops are lowered to goto s

(but natural loops are recognized and maintained separately)



Infrastructure: GIMPLE

GIMPLE tree

tree.h | tree.def , tree-flow.h
Tree codes

Declarations

Three-address expressions (MODIFY.EXPR

Function calls (CALLLEXPR

Virtual operands (points-to information)

Additional codes for OpenMP, vectorization, alignment, etc.

Everything is a tree

Any symbolic expression, like an induction variable or result of value-range propagation
If it is not a tree, assume it may become one (use macros, not values directly)

Scanning statements using tree statement iterator (tsi )



Infrastructure: CFG
Control-Flow Graph (CFG)

I cfg.c ,treecfg.c , tree-flow.h

I For GIMPLE trees and RTL

I CFG block statement iterator (bsi )
I CFG edge iterator (€i )

basic_block bb;

block_stmt_iterator bsi;

for (bsi =  bsi_start (bb); ' bsi_end_p (bsi);  bsi_next (&bsi))
{

stmt = bsi_stmt  (bsi);



Infrastructure: CFG

I Proles

I Block: frequency and count
I Edge: branch probability
I Both static and dynamic (dynamic pro le overrides static pr edictions)

I Updating the CFG

I Basic cleanup functions, hooks
I ... But no standard update procedure: it is up to each pass
I Tightly coupled with instruction ow when in SSA form

(in practice, need to maintain tree and CFG simultaneously)
I No systematic way to update the pro le data



SSA Form Basics

a=3
b=1

Original program

a=3

b =1

while (b <= 123) f
a=a+b

if (a <= 42)
a=a*+trT,
b=Db+5;

g




Conversion to SSA Form (Into-SSA)

Original program

a=3

b =1,

while (b <= 123) f
a=a+b

if (a <= 42)
a=a*+trT,
b=Db+5;

g

Renaming:
a! a,c,e,f
b! d,g

Tree-SSA form

a=3

b =1

loop
c="F (g f)
d="*f (b g)

if (d > 123) goto end;
if (c > 42) goto else ;
e=c+T,
goto endif ;
else :
endif :
h=f (e d)
f=h+d
g=d+5;
endloop
end:




Conversion from SSA Form (Out-of-SSA)

Tree-SSA form

Imperative program

Ellico

(@2 <]
In

loop
=f (a f)
=f (b 9)
if (d > 123) goto
if (¢ > 42) goto
e=c+T,
goto endif ;
else :
endif :
h=f (e d)
f=h+d;
g=d+5;
endloop
end:

=

end;
else ;

end;
else ;

copy

a=3
b =1,
c=a d="hb;/ copy
loop
if (d > 123) goto
if (¢ > 42) goto
e=c+17,
h =e; /[ copy
goto endif ;
else :
h =d; // copy
endif :
f =h+d
=d + 5
c =f,d=g; /l
endloop
end:




Infrastructure: Tree-SSA

SSA form

I tree-ssa.c
I Renamed variables: SSANAMEnodes
I Real operands: DEF, USE
For scalars
I Virtual operands: V_DEF, V_.USE
For aliases, aggregates
I SSAf nodes
I Loop-closed SSA form
I Renaming wraps every real and virtual operand with an SSANAME

I Incremental preservation of SSA form

I Explicit: call update functions
I Explicit: register TODCfunctions in the pass structure

I Def-use and dominator walkers
I In and out of SSA



Infrastructure: Loops

Nested loop structure

cfgloop.h , cfgloop.c
Computed from natural loops in GIMPLE
Both an array and a tree of loops

Statements outside any loop are considered at depth O
(the rst element of the array, and the root loop of the tree)

Maintained incrementally

No standard way to make loop annotations persist across passes
E.g., induction variables, dependences



From Loops and SSA to Induction Variables

Application: analysis of inductive scalar de nitions

a=3
bh=1
loop 1
c="f (a f)
d="f (b, g
if (d > 123) goto end
e=d+7
f=ze+c
g=d+5
endloop 1
end:

Problem: how to express C as a closed form function of the number of loop iterations?



Trees of Recurrence

Algebraic properties

n

. o
feo;+;ca;+ico+iiin+ianak()= A op
p=0
Example
. 5., 11,
F = 92+ °+3
(1) S =
= 3 ' +g ! 45 !
0 1 2
= f£3;+,8;+,501
b]o1 2 3 4
Co |3 11 24 42 65
c; |8 13 18 23
|5 5 5
c3 |0 O



Induction Variables: Example

a=3
bh=1
loop 1
c="f (a f)
d="f (b 9
if (d > 123) goto end
e=d+
f:e+c
g=d+5
endloop 1
end:

5., 11,
clf 3;+;8;+;Sg:§1 +?1+3

e!f 8+;50=5,+38
d!f 1,+;5g=5:+1



Infrastructure: Maps and Annotations

Maps

I The bitmap structure
I bitmap.h , bitmap.c
I General-purpose associative map, used everywhere
I Bitmap iterator (bi )

I The htab structure
I libiberty/hashtab.c

Annotations: reduce access time to maps

I tree-flow.h
I Associate attributes with statements, variables and SSA names
I Annotations are structures to manage attributes within a single pass



Infrastructure: Memory and Containers

Memory management

I Sophisticated management and garbage collection (GC)
I For robustness and productivity
I To implement precompiled-headers
(and soon, the persistent intermediate language)

Containers

I The VEC generic container
I Can be heap allocated, managed (GC) or not, or custom (e.g., stack)
I Example
VE( tree , heap) *my _tree _list;
mytree _list = VECalloc (int , heap, count);



Infrastructure: RTL

History

I Before GCC 3.0: front-end would expand one statement at a time to RTX
I Only intermediate representation for optimizations
I Unsuitable for high-level optimizations

Two main stages

I Before reload : non-strict RTL: pattern match insn de nitions without operand constraints
(pseudo and hard registers)

I Afterreload : strict RTL: RTX fully match insn de nitions (hard registers only)



Infrastructure: RTL

Structure and types

I RTL doubly-linked list
I Data types are machine words

I RTL modes: size and type (integer, oat, signed, etc.)
I Modes belong to operators, not operands

I Other data types: strings and vectors

I Stacks of addressed data (stack of local variables)

I Register and data dependences (LOGLINKS)

I Annotations for insn s and their operands (REGNOTES
I Issue groups (TImode)



More About RTL

From the Slides of Zbigniew Chamski



Final Message



HIPEAC and GCC

HIPEAC compiler platform

1. Support advanced compilation research

I Mutualization and reuse of development efforts

I Help maintenance and transfer of research prototypes to production

I Foster collaborations and software exchanges based on the common platform
I Help and coordinate research proposals involving the platform

2. Fund 12+ months of engineering

I Facilitating compiler optimization research
3. Fund and organize 2 tutorials

I May 2006 and January 2007

4. Seeded/supported 4 successful EU research project proposals (in 2005)



Looking Forward...

Message

1. Academic and industrial research

o ok W DN

I GCC can be business as usual
I It can also be much more (cross-fertilization, mutualization, impact)

Exciting applied research opportunities

Exciting development

Quick improvements of the compiler and compiled code quality
Do-it-yourself

Participate to the GCC Summit
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